
 
 
This is a fun and high level summary of my research at Caltech. You should learn a bit of                   
thermodynamics, and gain some insight into the tricks biology uses to get things done. 
  



 
Biology is complex, but not irreducibly complex. Let’s look at these pretty proteins. They’re all               
different, but there are some simple patterns in how they work. The view we’ll take will be                 
through thermodynamics, involving nothing more complicated than Chemistry 101, I assure you.  
 
  



 
Here is an IgG antibody. Everyone’s heard of antibodies – they’re the things in the body that                 
recognize and try to knock out foreign invaders. They’re also used by us as diagnostic tools                
and therapeutics. Antibodies are big molecules – about 150 thousand daltons. But it turns out               
that the region that does all the work – the recognition – is only about 10-12 amino acids long.  
 
Turns out this is a pattern– why are these biological macromolecules so big, if their functional                
bits are so small? This question will inspire the rest of this talk. But first, we need a bit of a                     
Chemistry 101 refresher so we all understand the language we’re going to be using.  
  



 
Enthalpy is sometimes referred to as the heat of reaction. It’s my preferred expression of the change in a                   
system’s energy during a chemical reaction. As applied to biological reactions, like an antibody binding               
its antigen, or an enzyme binding its substrate, this is the favourable energy that comes from the                 
hydrogen bonds, hydrophobic interactions and such that lead to the “lock and key” analogy of antibodies                
and enzymes binding their targets.  
 
Entropy is sometimes seen as more tricky to understand than energy, but it’s just a measure of the                  
number of ways in which a system can be arranged. People say this is equivalent with a measure of                   
disorder – but it never made sense until I thought about it this way: Earbuds. We’ve all got these things                    
right? And it seems like when you put them down and look away for a moment, they get tangled. It’s not                     
magic, it’s entropy. Look at it this way: There is only one way for earbud wire to be straight, but a                     
MASSIVE number of different ways it can be tangled up. If there’s any random motion in your pocket or                   
bag, your earbuds are going to be moving around into different arrangements. It’s just statistically more                
likely that they’re going to be in a tangled arrangement rather than a straight one. The universe tends to                   
want to tangled up, or disordered, rather than orderly. Making entropy is preferable, losing entropy is not,                 
that’s an entropic penalty. When you look at recognition in biology, bringing two things together usually                
has an entropic penalty – which we’ll get into in a moment.  
 
Last thing – the spontaneity of a reaction (or the change in Gibb’s free energy) is a combination of both                    
how enthalpically favourable it is, and how entropically favourable it is. These have to add up to                 
something favourable, or else your reaction won’t spontaneously happen.  



 
OK now that we’re done with that, let’s go back to our question: 
 
Why are proteins so big if their functional areas are so small? Let’s look at a really basic                  
biological “reaction”. An antibody binding to its antigen. And let’s look at it for the full antibody,                 
and for just the Fv region, a short peptide lacking the rest of the antibody structure. We can                  
pretty easily surmise that the enthalpy change of this reaction should be the same for the full                 
antibody and for the fragment – all the interaction, hydrogen bonds, etc happens in this regions,                
and all the right atoms are present, so the enthalpy should be the same. It’s less obvious                 
however, what the entropy change of this reaction would be. 
  



 
To figure this out, let’s try to think about the relative entropy of all the different stages of these                   
reactions. Antibodies (like most proteins) are folded into a pretty compact and rigid structure.              
Compact and rigid doesn’t sounds pretty ordered, right? So it’s entropy is low. Same goes for                
the antibody bound to its antigen.  It’s still in one orderly shape.  
 
The short peptide fragment is a different story. Nothing is holding it in one particular shape, and                 
much like your earbuds, it is free to tangle itself up and change orientation. It’s disordered, and                 
so has a high entropy. 
 
But most shapes of the peptide fragment don’t fit right with the antigen. In fact, there’s only one                  
shape of the peptide fragment that fits properly with the antigen. This means it’s way more                
ordered, and low entropy.  
  



 
So let’s summarize. The enthalpies of this recognition reaction are the same whether or not the                
rest of the antibody is there, because it isn’t directly involved with binding. 
 
The entropies are very different however. In one, you’re going from ordered to ordered – not                
much of a difference, but for the other, you’re going from very disordered, to ordered. The                
universe doesn’t like to be ordered, guys, so that’s an entropic penalty.  
 
So we’ve finally got our answer – the rest of the antibody, 95% of its structure, is just there to                    
hold the Fv region in the right orientation. The same goes for the enzyme we looked at earlier –                   
most of the enzyme doesn’t interact with the substrate, all it does is keep those three important                 
amino acids in just the right arrangement so they can do their chemistry. Scientists have tried a                 
lot to make short peptides that mimic bigger antibodies or other proteins, but they never work                
that well – and this is why.  
  



 
But antibodies and enzymes didn’t just find a way to hack the laws of thermodynamics to avoid                 
this entropic penalty of locking their important bits in one arrangement. That entropic penalty              
had to be paid at some point.  And that point was during protein folding.  
 
Proteins are born as a random highly disorder polypeptide with high entropy, but it rapidly and                
spontaneously folds up into their relatively rigid and compact native structure. This seems like a               
massive entropic penalty, but it’s more than balanced by all the favourable enthalpy involved in               
the folding – the formation of many many weak but favourable interactions that constrain the               
structure: salt bridges, disulfide bonds, hydrogen bonds, etc. The entropic penalty that the full              
protein bypasses when it’s recognizing and binding its targets is prepaid once during folding,              
and never needs to be worried about again. The favourable free energy that is left doesn’t                
actually add up to much – about the energy of a covalent bond. 
  



 
But having a complex fold full of weak interactions prepaying this entropic penalty is not the only way to                   
go. One cool example is the venom from the Australian funnel web spider (this terrifying thing with big                  
fangs). It’s a tiny protein, only 30 amino acids but it recognizes and binds its target really well (which                   
happen to be neurotransmitter transporters – ouch), because it’s held together in a super rigid and                
entropically unfavourable structure by 3 disulfide bonds in just the right place which tie it into a knot. 
 
Inspired by this cool short but very effective and rigid peptide, chemists have developed some clever and                 
simple ways to prepay the entropic penalty during synthesis, just like proteins do. Most of these use a                  
non-biological chemistry to “staple” or “lock” a short peptide into one shape. Ring closing metathesis               
(RCM) was popularized by Bob Grubbs at Caltech, and click chemistry was developed by Barry               
Sharpless at Scripps. A lot of these reinforced peptides can bind their targets as strongly and specifically                 
as antibodies, but are much more stable and 1% the molecular weight. These reinforcements are added                
to linear peptides that otherwise would be really flexible and floppy. We’re putting constraints by making                
these peptides tight cycles, rather than flexible strands. 
 
Another bonus that comes from using a rigid structure is specificity – short peptides that aren’t reinforced                 
through some clever chemistry like this are flexible – not only does that mean there’s an entropic penalty                  
of binding, but it also means they can go into lots of different shapes, and potentially fit into and bind lots                     
of different targets – this makes them promiscuous in their binding – not an ideal trait at all.  
  



 
Biological proteins have had billions of years to evolve sequences that can do the things they                
need to do. We need to do it faster, so we make every possible molecule of a certain type of                    
reinforced peptide, and then we find the one that does what we want.  
 
Click chemistry is a dipolar cycloaddition popularized in recent years, but it turns out that the                
typical Cu catalyst is barely required so long as the two parts we want to react bind together                  
really strongly and specifically. This is a fast and simple way to pick the one in a billion                  
molecule that binds the way we want. 
  



 
Here’s a cool recent application of our technology. The target here is botulinum neurotoxin.. It’s               
a remarkably evolved toxin. It’s got three domains – one that binds to motor neurons, one that                 
brings it through the neuron's cell membrane. Once it’s in the neuron, it’s attacked as foreign                
with acid. The toxin expects that, and the acid actually causes the toxin to change shape and                 
helps the catalytic domain escape. This domain then chops up important neurotransmitter            
proteins. This is a very difficult target. Since the toxin changes shape, it can’t really be inhibited                 
until it releases the catalytic domain in the cells, and most inhibitors can’t penetrate cell               
membranes. 
 
We used the epitope-targeting technology to develop two peptides. One that recognizes the             
active site of the catalytic domain, and binds and competes to inhibit the toxin once it’s inside                 
cells. We developed another that binds to a part of the toxin that never changes shape, it’s a                  
part that’s constant through all the transformations it goes through, so it will always bind (but not                 
inhibit). 
  



 
If we could combine these molecules, we could maybe make something that could bind, and               
once the toxin changes shape, inhibit. We might also be able to make the binding effect                
stronger. If you think about it, in a perfect world, if you combine the free energy of binding of                   
both parts, you should have a much better binder. But we live in a universe with entropy, and                  
here it rears it’s ugly head once again. Adding a linker gives the molecule more flexibility, even                 
if it’s two component parts are rigid. This gives an entropic penalty of arranging in the right                 
shape and binding.  So we have to somehow find a rigid linker.  
 
To do this, we use the in situ click again, and let the toxin assemble it’s own ideal linker. We                    
make a library of linkers comprised of rigid amino acid building blocks, with click handles on                
both ends. Then we add the two peptides along with the linker library to the toxin. Both                 
peptides will bind to their sites on the toxin, and only the right length and shape of rigid linker will                    
bridge the gap and bring the click handles in close enough proximity to click – thereby                
identifying the right combination.  We let the toxin pick its own poison. 
  



 
And does it work? YES! By designing the screen to prepay the entropic penalty with a rigid                 
linker, we saw over 1000x improvement in binding affinity and inhibition of the toxin, and our                
trojan horse approach of using the toxin to shuttle in the inhibitor worked well in human motor                 
neurons.  
 
It binds and inhibits as well or better than any big monoclonal antibody, and can do things that                  
no antibody can do – like shuttle into cells, and circulate for a long time in the body without                   
being recognized. 
  



 
So we’ve got a small peptide that has been engineered to prepay the entropic penalty by                
artificial chemical reinforcement, and it’s as good as any antibody.  
 
Can we do something even tougher? Enzymes also usually have only a few amino acids that                
interact with the substrate. Can we mimic them with small peptides? (Spoiler: this is a work in                 
progress, and we’re not sure yet!) 
  



 
Enzymes do more than just bind stuff, they are dynamic – they have to bind reactants, stabilize                 
a transition state, then release products. But one thing all of them do, is have the right                 
arrangement of amino acids in their active site to activate a “catalytic center” one atom that does                 
more of the chemistry. In trypsin, an enzyme that chops up proteins, it takes three amino acids.                 
Scientists make these kinds of “catalytic centers” all the time, but usually we use some               
combination of super toxic and reactive metals that only work at 1000 degrees -- biology is way                 
better at it than we are. 
 
These three amino acids are positioned in just the right way to activate an oxygen atom on a                  
serine, which attacks the enzyme’s substrate and catalyzes the reaction. It’s a big entropic              
penalty to have such an ordered active site, and it takes the whole protein scaffold to hold it that                   
way.  
  



 
Much more fancy chemistry can be done by expanding biology’s toolkit to use cofactors. Most               
of the important metabolic enzymes and all of the enzymes that break down toxins and such in                 
your liver use exotic cofactors like thiamine or heme (that look a lot more like human-made                
catalysts). 
  
Again, it’s a big entropic penalty to bind to a vitamin, and hold it in just the right position to do                     
chemistry. But maybe we can mimic these active sites with reinforced peptides. But how will we                
find the active ones? 
  



 
Ben Cravatt at Scripps started to work with these “suicide” compounds, but now many others do                
and have developed or found warheads for tons of different types of enzymes, including trypsin               
and pyruvate decarboxylase (the enzymes we just looked at). 
  



 
The technology is different, but the workflow is much the same: We try a billion different                
reinforced peptides, and we stick with the ones that get a covalent bond formed with our                
“reporter” molecule. And we use very similar libraries of rigid macrocyclic peptides that can              
include all kinds of fancy vitamin-like molecules. 
  



 

 
So here was our proof of concept: 
 
Going back to trypsin – a suicide substrate for it and other serine hydrolases is Sarin. This is a chemical                    
warfare agent used in the world wars and is bad news and banned by international law. But it turns out                    
that Sarin with a biotin “reporter” on it is not banned. We screened it against a library of reinforced                   
peptides, and if any of them had the right amino acids in the right place to activate one of them, it would                      
react with the sarin and become covalently attached, and we could use the reporter to tell us which                  
peptide worked. 
 
We had hoped to find something that looked a bit like the catalytic triad used by this type of enzyme, but                     
we found a bunch of peptides that had never been observed before, but which had a clear pattern. In this                    
case, tyrosine contains the activated hydroxyl, which seems to be activated by a charge transfer event to                 
a nearby arginine. This charge transfer event never normally happens at biological pH, but this peptide                
provides the right local chemical environment to activate the tyrosine hundreds of times as much as we’d                 
expect at biological conditions. We’re still characterizing these peptides, but even if they aren’t catalytic,               
we stumbled upon a really good way to render organophosphate chemical weapons inert without using               
expensive recombinant enzymes.  
 
We’re really excited to see what happens with these molecules.  
  



 
 
We are doing all kinds of cools stuff! If you read this far, congratulations, I hope you learned                  
something new and it got you thinking about entropic engineering. 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 


